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HAWK-EYE INNOVATIONS’ CRITIQUE OF THE CARDIFF WORK AND OUR RESPONSE.
On June 17th Hawk-Eye Innovations posted a critique of our work on their website.  As we understand it, and is indicated by the title, this is a critique of the `press release’ and it is written by Dr Hawkins.  As we understand from a telephone call with Dr Hawkins on the same day, he wrote the critique but he has not read the paper and does intend to.  

What follows below is a copy of the critique with our comments on it.  Our comments are indicated by bold italics so as to separate them from the original, which included both plain text and italics.

Cardiff University press release June ’08

The Cardiff University press release of June ’08 was widely reported as questioning

the accuracy of Hawk-Eye, and questioning whether it should be used as an aid to

officiating in tennis.

With regards to questioning the accuracy of Hawk-Eye, this is simply poor journalism

- reporters looking for “sensationalist” headlines in the lead up to Wimbledon. It is

clear if  [sic] the full paper from Cardiff, that their work does not question the accuracy of

Hawk-Eye. Their objective was to lead a debate as to whether a system with the

accuracy of Hawk-Eye should be used in tennis.  
We are not in a position to question or confirm the accuracy of Hawk-Eye as reported on Hawk-Eye Innovations’ website because we have not been able to obtain the relevant information.  Our work is based on the assumption that the figure of 3.6 mm mean error in tennis calls published by Hawk-Eye is correct and we merely point out that this implies that occasionally the error will be larger than 3.6mm.  The only other explanation is that every error is exactly 3.6 mm, which is clearly implausible. A central argument of our paper is that the likelihood of any individual error being larger or smaller than the mean should be widely understood and reported whereas at the moment this information is not available.  


We do suggest that the virtual replays of the flight and impact of the ball as used in tennis give the impression to some people that Hawk-Eye provides an reconstruction of what actually happened rather than a representation of what was most likely to have happened. We say this because there is no indication in the information provided to the viewer that there is any uncertainty attached to the IN/OUT decision.  A misplaced impression of exactness can be read from the reconstructions. 

This document provides vital information which was sadly lacking in Cardiff’s work

which we feel contributes usefully to the debate.

3.6mm error

In 2005, tennis’ governing bodies met to set a performance criteria which any

electronic line calling system must achieve for it to become accredited by the ITF. In

short, any system had to achieve an average error of 5mm or less to be accredited. In

October 2005, Hawk-Eye passed these tests with an average error of 3.6mm, and out

of the many 100s of tests which the ITF conducted Hawk-Eye agreed in every

instance whether the ball was IN or OUT.

The ITF testing process consists of firing balls at a specific line where they set up a

2000 frames per second camera to measure where the balls makes contact with the

ground.

Figure 1: Image of ball bouncing from a high speed camera  
THERE IS A PHOTOGRAPH HERE IN THE ORIGINAL WHICH WE DO NOT REPRODUCE IN THIS DOCUMENT
Whilst Hawk-Eye achieved the ITF’s performance criteria, there are two further

pieces of information, which Cardiff University were unaware of, which make their

conclusions fundamentally flawed.

1) Both the Hawk-Eye system, and the ITF’s camera is set up to be most accurate

on the very back edge of the line (the relevant part for whether the ball is IN or

OUT). From the many 1000’s of tests we have done with the ITF at many

venues around the world, there is a strong correlation between how close the

ball is to the back edge of the line and the agreement between Hawk-Eye and

the ITF.   
This makes the 3.6 mm error misleading as this is taken over the

entire data set not just the really close calls (1 – 3 mm), and is why we have

achieved such a high percentage of calling the ball correctly IN or OUT

There is an apparent discrepancy here with what we were told by the ITF.  Our paper states: 

`Incidentally, we asked the ITF how many impacts were involved in their tests.  They explained: 

Over the full evaluation, at least 80, and normally 100-120.  Of these, around 10% land within 5 mm of the line.

Thus, it could be that the ITF tested Hawk-Eye's performance in the crucial zone around the edge of a line on only around 6 to 15 impacts of ball with court.’
Thus, on the face of it, Dr Hawkins says that the ITF tested Hawk-Eye with hundreds of bounces near the line whereas we thought we had been told by the ITF that it was only a handful.  We are currently trying to resolve this discrepancy.  As soon as we know the answer we will explain it here.  
There is another ambiguity about accuracy here.  Agreement with the ITF implies only agreement within a level of tolerance, sometimes 5mm and sometimes 10mm – this is explained in our paper.  
2) Whilst the ITF’s method of measuring where a ball lands is by far the best

method of testing an electronic line calling system, there is some error in

calculating a result. It is difficult to compensate for the varying distance the

ball is away from the camera, and it is slightly subjective to determine the

exact earliest point of contact. Therefore, no system could achieve 0 mm error.

Are we to understand from this that Hawk-Eye cannot, in fact, state with confidence that its mean error is 3.6mm?
Cardiff University assume that the error is normally distributed – an extract from an

email to Hawk-Eye – “we assume a normal distribution in order to

estimate the standard deviation of the distribution of errors. As you

know, the reason we make this assumption is that we don't know what

the real distribution is.” Prof [sic] Robert Evans Cardiff University

This kind of methodology of making assumptions with no grounds for doing so, is not

something which Cardiff should be particularly proud of, and does not reflect well on

their general approach to science.

Dr Hawkins appears not to understand scientific method; it is common practice to make rough indicative calculations when the full facts are not available.  Were this not the case there would be no inexact sciences (weather forecasting, global warming, econometrics, epidemiology, etc.) and, indeed, no sciences at all since they all began as inexact sciences.  Of course, we would prefer to know more.  We have now asked Dr Hawkins several times if (a), he knows the true distribution of error and (b) if he does can he show us what it is, but the answer to (a) has not been forthcoming, still less the answer to (b). The published paper contains a list of many more things that we would have liked to discuss with Dr Hawkins or a representative of his company. Nevertheless, whilst filling in these details may have made some of the numbers used to illustrate the argument more precise they would not have changed the underlying principle, which is that measurement error exists and is best reported.
Is Hawk-Eye’s Error Good Enough to be used officially?

Whilst the amount of error in the system has been over stated by Cardiff’s “research”

for the reasons mentioned above, Hawk-Eye does accept that there is error in the

system, and if you fired 1 million balls within 1mm of the line it would not get all 1

million correct (of course you would first have to find a way of working out what

“correct” was). This is accepted within tennis, and is why the ITF set their 5mm

performance criteria. Hawk-Eye error is substantially smaller than the human eye, and

therefore a useful assistant to an umpire.  
We have never disputed that Hawk-Eye can be a useful assistant to an umpire.  The concluding phrase of our paper is: ` the future for the technology as an aid to human judgement, seems bright.’ 
Given that Cardiff University have no links to any form of professional tennis, no

knowledge of the system, the testing process or television, Hawk-Eye would question

whether they are best placed to make recommendations for what level of accuracy is

acceptable for tennis.

As Dr Hawkins has made admirably clear to us his motivation is that of a businessman not a scientist.  He has explained that he will not release technical details of Hawk-Eye’s performance to us because he can see no business or financial advantage in doing so.  He also explained that he had no interest in reading the Cardiff paper before writing his critique because he was only concerned with what was in the press.  We appreciate his position and congratulate him on a remarkable entrepreneurial success while believing a still better job could be done:  the potential for misunderstandings of Hawk-Eye’s performance could be reduced or eliminated if more technical details of its error distribution were placed in the public domain.  
It is not unusual for the public to encounter an authoritarian response when technology is questioned, but times are changing.  For example, once upon a time a patient had no recourse but to accept the word of the doctor as `gospel’ but nowadays it is thought proper to query more deeply or seek second and third opinions.  Likewise, opinion pollsters, economic forecasters, and, of course, physical scientists, regularly indicate not only their findings but the degree of error associated with them.  It is not the job of the university to endorse the world view of commercial enterprises nor their view of the public interest. University scientists frequently publish work that challenges industry, government and public opinion and should continue to do so – it is part and parcel of a democratic society.  For example, not so long ago car-drivers overwhelmingly demanded gas-guzzling 4x4s and it was in car-producers’ economic interests to satisfy that demand.  At the same time it was quite proper for university scientists to try to change demand by pointing out that 4x4s cause a disproportionate number of fatalities among other road users and despoil the environment.  It is vital that old fashioned models of scientific authority not be deployed to rule out independent questioning of technologies.  
Cardiff suggest that the tennis protocol should revert back to the original call made by

the line judge for very close calls. This firstly makes the protocol much more

confusing, and also goes from a protocol with a very high chance of being correct to

one which is essentially 50:50, as no line judge can confidently call a ball within 1 – 2

mm of the line.

This is simply incorrect.  Our paper endorses the use of Hawk-Eye as an aid to human judgment in all cases.  In the case of something like the disputed Federer-Nadal line call at the 2007 Wimbledon final, one option that we favour would be that umpires made a judgment using a combination of Hawk-Eye’s statistics and their own perception.
Cardiff also suggest that our graphics should display an error distribution. However,

for a ball which is hit very close to a line, tennis needs a way of deciding who has

won the point. You couldn’t have a trophy which said “We are 99.76% certain that

Roger Federer won”. Hawk-Eye is the best method of deciding who has won the point

because it has been proven to be the most accurate method for doing so.

In all walks of life, at some point you have to turn an uncertain world in to a certain

world. An airline pilot doesn’t say “We have a 99.996% chance of landing safely at

Heathrow within 30 minutes”.

it is difficult to understand what is being argued here.  Obviously a binary decision has to be made (the argument is in our paper) but there is no reason for viewers not to understand how that binary decision was made and with what element of uncertainty.  As it is, with Hawk-Eye simply over-ruling all other judgments in tennis – being treated as though it were exact -- the viewer is disempowered.  Incidentally, it would be odd were an airline to refuse to release information on its safety record when asked but rather to say `we nearly always get there so shut up and get on board!’  
Conclusion

In conclusion, we thank Cardiff for the time they have spent looking at this area. We

are always open to suggestions from all parts of the game for ways to improve our

product, and are committed to delivering a 1st class service to tennis. For the large

proportion of the tennis community, Hawk-Eye has been a very positive addition to

the game, which is why it is now incorporated in most professional tennis events

around the world, and all of the major tournaments. Hawk-Eye has increased the

accuracy of line calling, putting the destiny more in to the players’ hands, and in

general ensuring that the story of the match is about the players rather than the

officials. Hawk-Eye has also added a new element of drama and entertainment which

has been positively received by the fans both in stadia and watching on television.

For these reasons we believe that Hawk-Eye should continue to be used in professional tennis using the current protocol.
There are a number of other points in our paper such as the argument that more information in the public domain is better than less since it minimizes suspicion.  Also we argue that aids such as Hawk-Eye should be recalibrated to reproduce systematic human errors such as the tendency of umpires to see a ball as OUT when it just clips the line and skids. We also argue that it is important not to mistake the `micro-world’ of artificial intelligence with the real world of tennis so that claims like `the ball was 1mm IN should not be made,’   All in all, however, we feel we will have achieved our purpose if more information is brought into the public domain in respect of exactly how Hawk-Eye works.  As is clear from this exchange that this has to be information which is less of the type `we will tell you how it is and you don’t know enough to question us’ and more of the type `let us try to explain in detail exactly how we make our measurements and what the results were so that we can convince you of just how accurate our device is.’  It is significant, for example, that although we have been assured by Dr Hawkins that producing confidence intervals in the way we suggest would be very easy  we still do not know how likely it was that the infamous Federer-Nadal decision, in which the ball was called in by 1 mm, was correct. All that said, Hawk-Eye is an ingenious machine that appears to out-perform previous attempts to do the similar things, and Dr Hawkins an entrepreneur worthy of congratulation for his achievements.  We wish Hawk-Eye every success that is based on its true capabilities.

