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A New Method for Cross-Cultural and Cross-Temporal Comparison of Societies.  
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The first new quantitative sociological method since the survey? 

We want to develop a new way to compare societies across space and time.  The method is based on the `Imitation Game’.  It is, as far as we know, the first, significant, quantitative, innovation, since the social survey, for collecting information about societies and social groups.  Unusually, it combines quantitative measures with the collection of qualitative data.  The method is quasi-experimental but is inspired by sociological questions and survey traditions rather than depending on finely detailed experimental design.  The approach crosses disciplinary boundaries in three ways.  First, being quasi-experimental, it could be said to stand between sociology and social psychology but is much nearer to sociology.  Second, it grows out of thinking in the sociology of scientific knowledge but is aimed at traditional sociological questions.  Third, it is a quantitative method that has grown out of qualitative research.  The outcome of the project will include the result of a novel cross-national study, a fully documented and robust research method for comparative cross-national research, a cohort of researchers able to use the method and a new research network.  The method, of which the potential, limits, and optimum protocol would be fully understood, could eventually provide a resource for comparative and longitudinal research on the same scale as the Eurobarometer or Eurostat survey series and the outcome of this project will be triangulated with their data.  Unlike surveys, however, the new method focuses on cultural understanding, rather than legislative and political attitudes.  It is the only method we know that can quantify cultural understanding.  We also argue that that the measurements produced by the method will be less confounded by social change than survey methods.

The proposal is to use the method to measure and compare the extent to which groups within different societies are fluent in the linguistic repertoire of other groups – that is the extent to which they have interactional expertise.  The theory of interactional expertise is developed in Collins, Harry and Evans, Robert, 2007, Rethinking Expertise (Chicago: University of Chicago Press).  Where a group is fluent in the `sociolect’ of another, it suggests a degree of social mixing or a special need to become fluent.  The Imitation Game can measure and compare the extent to which certain groups have learned to become fluent in the cultural repertoires of others; it can compare one society with another and has the potential to monitor the changes over time within one society.  To the extent that linguistic and cultural integration is related to tolerance or power relations, the method can measure them and the way they change.  

Du Bois’s notion of ‘double consciousness’ illustrates how this might work.  The concept was originally used to describe the asymmetrical relationship between Black and White Americans in the late 19th century (Du Bois, W. E. B. 1994 The Souls of Black Folk. Avenel, NJ: Gramercy Books).  Black Americans needed to understand the dominant White culture that enslaved them whereas the dominant culture felt no need to understand the ethnic `outsiders’ who worked for them.  The proposed method would have revealed and measured this asymmetry and, used today, would measure any remaining echoes of the old differences.  Or consider sexuality:  In modern Britain, members of the `straight’ community, know more about gay and lesbian culture than (we have grounds for imagining) they did in the 1950s.  This difference is certainly is associated with greater integration and acceptance.  The Imitation Game method, if it had been implemented in the 1950s, would have tracked and measured this change and documented its cultural expression.  

A comparative study

To develop and prove the method we intend to carry out a comparative study, over four years, of four European regions; if all goes well, in the fifth year we will include the USA and Brazil.  In the first instance we will compare Scandinavia (Sweden and Denmark or Norway), Western Europe (Holland, Germany or France, and the UK), Southern Europe (Italy and Spain), and Central Europe (Poland and the Czech Republic or Hungary).  The substantive topics investigated will be gender relations, ethnic minorities, religion, and sexuality.  Professor Susan Baker of Cardiff School of Social Sciences, who is an expert on comparative European governance and society, and who has been appointed as External Scientific Advisor to the SD EuroStat Monitoring Report, for the period 2009 - 2012, will act as consultant and will co-author relevant outputs. 

The new method

The `Imitation Game’ is the forerunner of the `Turing Test’ (Turing, A, `Computing Machinery and Intelligence’ Mind LIX, 236, 433-460).  The Turing Test involves a human judge who poses questions to a hidden computer and a hidden human.  If the judge can’t tell the difference Turing said the computer should be deemed `intelligent’.  (See Collins, 1990, Artificial Experts: Social Knowledge and Intelligent Machines, MIT Press, Chs 13-14, for a full discussion of the protocol of the Turing Test and the game on which it was modelled.)  In the Imitation Game method the participants are humans, with machines used only to provide the means for an internet-mediated interrogation.  In the example discussed by Turing one hidden man pretended to be a woman while the other participant, a woman, answered naturally.  A judge, who set the questions, tried to work out who was who.  [The investigation of changing attitudes to sexuality using this protocol is poignant since Turing was a homosexual who committed suicide because he was harassed by the police and legal authorities in a way that would not happen today – see Hodges, A., (1985) Alan Turing: The Enigma of Intelligence, London: Unwin.] 

In the method we have developed a member of certain cultural group (the `target culture’) competes against a non-member, who is pretending to be member of that culture. A judge, who is always a member of the target culture, asks the questions and tries to identify the pretender (see above figure).  The extent to which non-members of the target culture can pretend to be members indicates the extent to which that group understands the other.  This is measured by the quantitatively expressed (lack of) success of the judge in identifying who is who over a series of games.  If, over a series of runs, the judge finds it hard to identify the pretenders, then the group represented by the pretenders can be said to be `linguistically integrated’ into the target culture.  The entire sequence of questions and answers, the judge’s guess after each pair of answers, their confidence in this guess and their explanations for believing that they can identify the member of the target culture, are automatically recorded.  The recorded dialogues indicate the content of the cultures in so far as they are represented in the questions and answers that turn out to be particularly revealing.  These are indicated by judges’ changing confidence levels and reasoning.  

The `proxy-researcher’ concept of the Imitation Game

International comparisons of such substantive topics can be made by analysing institutions such as the law but these tend to lag behind cultural change.  Surveys and focus group methods can also be used but cultural differences and cultural changes can to confound any quantitative comparisons, especially those intended to reflect social change over a significant period.  The Imitation Game methodology avoids this problem and that is one reason why triangulation with existing methods should be interesting.  The difference is that it is the players of the game who are the researchers – they are proxy researchers as it were.  It is this feature of the method that makes the project feasible because it means there is no need for the main researchers to understand the natural languages – Polish, Swedish etc – in which the research will be conducted.  The researchers do not invent or set the questions, the proxy researchers do the cultural probing in their own unrestricted way.  The only cross-linguistic interaction needed is for providing instructions to the players on how to play in their own languages and, translation of crucial transitions in the dialogues; even the latter is not needed for the quantitative and quasi-quantitative aspect of the method.  

Still more important for the future of the method as a comparative and longitudinal audit of social difference is that the results should not be affected by changes in the idiom of expression in respect of the substantive topics of research.  Thus, suppose the sociolect pertaining to gays and lesbians changes over time, or is different from one country to another: the researchers-proper do not need to understand these changes because the players – the proxy researchers – will already be fluent in the corresponding `micro-language’.  So long as the topics themselves are stable enough for a comparative study to be sociologically reasonable, changes in the sociolect, including, as explained, differences in the natural language, are discounted by the proxy-researcher design.  This makes it possible to use the Imitation Game as a comparative method across time and space avoiding a standard difficulty for the replication of social research.  To see the potential one need only imagine that one was in possession of an archive dating from the 1950s which contained the kind of quantitative results and dialogues that will be generated by this project.  

Relationship to previous proposal
A proposal that involved the Imitation Game used for a range of different purposes was submitted to ERC in 2009 but, though Professor Collins was thought eminently suitable as a researcher, it was unsuccessful.  In this proposal the earlier referees’ and assessors’ comments are taken to heart.  The summary panel comment on the unsuccessful proposal also included the following remark.

The use of Imitation Games as the humanized Turing test is again interesting but the experimental procedures, the specific methods, the hypothesis and expected results are not described in details.

Here we provide a thoroughly specified plan for a piece of research, the main hypothesis being that the Imitation Game will show that such a method can be used for cross-national comparisons, will reveal specific cross-national and cross-regional differences that can be compared with such existing data as bears upon them, and will give very good grounds for believing that the method could be used for robust longitudinal comparisons.  
A major difference between this application and the previous one is that Prof Collins is now asking to be covered for only 40% of his time rather than 100%.  This is a technicality to do with the UK university pension system.  Prof Collins, nevertheless, expects to be spending up to 80% of his time on the project so the application is excellent value in terms of person-hours per Euro.  Dr Robert Evans, a high-level, and long standing, co-researcher, (who is Reader in sociology), will also be employed on the grant.   
A novel feature of the proposal is that many casually employed graduate students will be trained to help with the fieldwork.  This is the best way to handle that part of the research because it will be sporadic.  The use of casual assistants drawn from the graduate student body has the advantage that it will introduce many newly qualifying social scientists to the method as part and parcel of their assisting with the project.  This is in addition to the training of the two research assistants.  Finally, this project is firmly international in nature whereas the previous proposal was national.

Justifying a new method
The problem for pioneering research is that it must both justify itself by demonstrating that it can be done and that it must not look as though it has been done already.  The idea of using the Imitation Game for the systematic study of knowledge is new.  The notion of tacit knowledge is certainly not new: the concept was invented by Michael Polanyi but the idea has recently been taken in new directions by the applicant in his book Tacit and Explicit Knowledge (Chicago, June, 2010).  This book argues that there are three quite different kinds of tacit knowledge rather than one, as has been thought up to now.  Tacit Knowledge has been studied by psychologists but that work does not bear upon the sociological project that is proposed here; interactional expertise as conceived here is about the transmission of the tacit through the unarticulated components of language and the new theory of tacit knowledge has to do with classifying the reasons these things cannot be articulated.  The understanding of the relationship between language and tacit knowledge which underpins the idea of using the Imitation Game to study linguistic integration is, then, new; it is the theory of `interactional expertise’ which has also been developed by Collins and colleagues over the last decade (eg Collins and Evans’s Rethinking Expertise, Chicago 2007).  
All that said, one cannot ask for millions of Euros without showing that there is a good chance that they will not be wasted.  That is why we are pleased to be able to say that over the last five years or so we have been exploring the potential of the Imitation Game method.  In the absence of any funding other than small sums from Cardiff University’s School of Social Sciences, and using unpaid volunteers as participants, we are able to report here on the results of 136, real-time, Phase 1, Imitation Game runs and 360 `Phase 2’ judgements – where new judges look at the printed dialogues generated in real time and make additional judgements about who was who (see below).  During these years we have learned many nuances of design and developed sets of instructions to give to all participants in the research, worked out the right way to do the quantitative analysis, and begun to show that the method has real potential as illustrated in what follows below.  But we see the results in the following paragraphs as no more than a demonstration that there is something here that is worth doing properly; it now has to be turned from a local plaything, which has shown promise, into an established method for international comparative social research.  Nothing like this has been done before outside the efforts described here.
The quantitative results of the larger part of the work we have done up to March 2010 are represented in Table 1, below (for a more complete explanation of the early results – the method of analysis has since been revised – see Collins, H. M., Evans, Robert, Ribeiro, R. and Hall, M. (2006) `Experiments with Interactional Expertise’ Studies in History and Philosophy of Science, 37 A/4, [December] 656-74).  For easy comprehension the top two rows of numbers in the table are graphically represented in the column charts at the bottom, the first row on the left, the second row on the right in each column of the table. 
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Table 1:  Results of Imitation Games to date

The first three columns of the table represent what one might call `proof of concept, runs.  To explain, consider column 3 of Table 1.  First persons who had been blind since childhood were asked to pretend to be sighted.  This is the `chance condition’ and is represented by the left hand circle in the figure below.  Blind persons, whose relatively small number is represented by the white disk, are pretending to be members of the large grey disk, which represents the sighted, in whose discourse they have been embedded all their lives.  A sighted judge compares their answers to freely-invented probing questions with those of a sighted person answering normally.  The judges’ job is to work out who is who.  It is called the chance condition because we expect the judges’ identifications to be little better than chance.  The reason is that because blind people have spent their whole lives immersed in the discourse of the sighted they know and understand the world of the sighted and should be able to answer as though sighted.  The right circle shows sighted people pretending to be blind.  In this `identify condition’ blind judges asked question of these persons comparing their answers with those of blind persons answering naturally.  This is called the identify condition because we do not expect the sighted to know much about the world of the blind and we expect the judges to be able to identify who is who.  One might say that a cultural understanding of the blind is not part of mainstream culture.  
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In the chance condition the judges turned out to have an `Identification Ratio’ (IR) of 0.13 (right guesses minus wrong guesses divided by total judgements including `don’t knows’), whereas in the identify condition the IR was 0.86.  Given the sample size, the likelihood of this difference being due to chance (Fisher’s Exact Test being applied to the number of responses represented by the two black and two white blocks in the corresponding column charts), is less than 0.0000 (or better than 4 standard deviations).  This is a case where an expected asymmetry is demonstrated and measured by the series of Imitation Game runs.

The previous two columns in the Table show the outcome of the method applied to colour-blind persons pretending to be colour-perceivers and vice-versa and people with perfect pitch pretending not to have it and vice-versa (note the expected reversal of `polarity’ in the case of perfect pitch where it was easy for those with perfect pitch to pretend not to have it).

The fourth and fifth columns of the table move us from `proof of concept’ into the realm of social phenomena.  The fourth column shows, as hypothesised, that it easier for gay or lesbian persons to pretend to be `straight’ than for straight persons to pretend to be gay or lesbian.  The fifth column shows that it is easier for active Christians at a British University to pretend to be non-church-goers than for non-church-goers to pretend to be active Christians.  As can be understood, these differences reflect the extent to which the minority cultures (in the UK active Christianity is nowadays a minority practice) are not understood by the majority culture as compared to the extent to which the embedding culture is understood by the minority.  

So far the only comparisons that have been described are between the chance condition and the indentify condition in respect of single target expertises.  Table 1 also shows, however, the potential for comparisons between the outcomes associated with different target expertises.  On the face of it, `majority culture’ UK students (the fieldwork on sexuality and religion was done with students) know more about gay and lesbian culture than about active Christianity.  The difference can be numerically represented by comparing the relative `effect sizes’ where effect size is obtained by subtracting the chance IR from the identify IR (and rounding to one decimal place).  In the case of gays and lesbians the effect size was 0.4, in the case of active Christians it was 0.7 – that is, non-gays were more easily able to imitate gays than non-Christians were able to imitate Christians.  That these numbers make some kind of sense can be seen by going back to the proof of concept results.  It is much easier to pretend to be colour-blind than to pretend to have perfect pitch or to pretend to be blind and this is reflected in the relative effect sizes – 0.3, 0.7 and 0.7 respectively.  
The sixth and seventh columns show two analyses of the same data-set, (Phase 1 only).  Here men were asked to pretend to be women and vice versa.  The sixth column shows the difference in success when, on the left, women pretended to be men and, on the right, men pretended to be women.  As can be seen the women were more successful but this result was only marginally statistically significant (0.1, one-tailed).  The seventh column compares a younger group – students – playing the game and an older group drawn from their parents’ generation (the slight superiority of women over men at pretending was exhibited in both age groups).  Looking at age alone, the lower age group found it harder to pretend.  This is what was hypothesised though we cannot separate out two possible causes.  It might be that the older group have simply had more time in their longer lives to socialise with their counterparts or it might be a change in UK society where young men and young women seem to spend increasing amounts of time with their own gender, reinforcing distinctive cultural attributes.  Only a longitudinal study of the kind we are hoping to see implemented could separate these effects.  Overall, the gender runs shows that men and women in the UK are well integrated – they understand each other’s linguist repertoires and, putatively, cultures, well in that their identification ratios are lower than those found in the other series.
Phase 2:  In Phase 2 the printed dialogues generated in real time are distributed to additional judges to make further attempts at identification.  When Phase 2 results are analysed on their own they nearly always back up the Phase 1 results taken on their own.  Careful analysis shows, however, that Phase 2 results generally produce slightly lower identification ratios.  This is not surprising since the judges at Phase 2 are not able to ask their own questions, nor probe for an answer’s weaknesses with subsidiary questions.  Reassuringly, we find that where confidence levels are low (levels 1 and 2), Phase 2 judges make different guesses than Phase 1 judges, showing that Phase 2 does not simply `stack’ the results of Phase 1.  Furthermore, in one series, not reported here, we found that a result that was marginally significant at Phase 1 was clearly insignificant when combined with Phase 2, indicating that Phase 2 adds important new information.  In general, then, when Phase 2 is combined with Phase 1, as it is in the first five columns of Table 1, the effect sizes are slightly lower but, because of the increased sample size, the statistical significance of the effect is higher.  All this is as should be expected.  A deeper understanding of the relationship between the two Phases will be gained from the large amount of data that will be generated under the proposed design.   The Phase 2 results pertaining to the gender studies reported in columns six and seven came in at the very end of March 2010 just as this proposal was being finalised.  Phase 2 repeated the familiar pattern, with lower identification ratios.  In the case of the male-female difference the rounded effect size dropped to 0.1 (.18 to .06) when the two phases were combined and the effect was not statistically significant in spite of the greater numbers.  The old-young effect size was maintained when rounded (.29 to .28) but the statistical significance increased to 0.0000, or more than four standard-deviations.  
The quasi-quantitative and qualitative aspect of the research

As each game is run the question and answer session is recorded.  After each `round’ of questions and answers, judges are prompted to make a guess about who is who, to give the reasons for their guess, and to record their confidence in that guess.  The confidence scale runs from 1 to 4, with 1 being `little or no idea’ (who is who); 2 being `more unsure than sure’; 3 being `more sure than unsure’; and 4 being `pretty sure’.  Judges can ask as many questions as they like but we have discovered that few judges find they need to ask more than about six questions before they are either ready to make an identification or become convinced that they cannot make a confident guess.  Only the final guesses are used in the quantitative data analysis.  In what is now the settled procedure, confidence levels 1 and 2 are both counted as `don’t know’ (if you are still `more unsure than sure’ after asking as many questions as you like then you do not know who is who) while levels 3 and 4 are counted as proper attempts at identification.  

As can be seen, information beyond `correct’ or `incorrect’ identification emerges from the test.  What one might call `quasi-quantitative’ results comprise the number of questions asked and the final confidence levels of the attempted identifications.  Thus, in the case of the blind persons trying to identify sighted persons who are pretending to be blind (the identify condition), a correct identification was generally made after only a couple of questions and the test stopped there; in the chance condition judges tended to ask a half-dozen questions or so.  Thus, the length of the question session revealed the relative certainty and uncertainty of the identifications.  Furthermore, there was a preponderance of level 3 confidence guesses reported in the chance conditions whereas in the identify condition nearly all guesses were at confidence level 4.  These quasi-quantitative results can be used to back up the main quantitative result and act as an internal quality control.  

The qualitative data comprises the recorded dialogues, the recorded interim confidence levels and the judges’ reasons for their guesses.  The content of the recorded dialogues reveal what it is that enables a judge to decide who is who and thus gives some indication of the crucial content of the respective cultures in so far as this is indicated by discourse.  We believe that significant changes in judges’ interim confidence levels should point to particularly important slip-ups or especially indicative characteristics of the cultures in questions.  This can be reinforced by judges’ commentaries on why they guessed one way or another.  Thus the method integrates quantitative and the qualitative much more intimately than most other methods for social research.

Quite apart from what it reveals in itself, the qualitative data is also important as a `window’ on the quantitative data.  From the dialogues one can see that the judges and participants are taking the test seriously and that the experiment is working as it should.  We found this particularly important in the early days of the development of the method.

Major dimensions for comparison

Though the prime aim of the research is to establish a new method, it can be established only by demonstrating that it is useful.  But what can be compared with what?  As will be explained below, the programme is designed to allow the reliability of the method to be tested by comparing the results of series that are repeated year-by-year but the remaining question is `what makes sociological sense?’  
The outcome of each series produces a number – the effect size – which results from subtracting the chance-condition identification ratio from the identify-condition identification ratio.  As explained, from the experiments already carried out we are, on the face of it, in a position to compare the extent to which UK social science students understand gay and lesbian culture with the extent to which they understand active Christianity.  Thus, we now have an instrument which seems to allow us to make such disparate comparisons.  We can also use the instrument to find out if such comparisons are useful.  The first step is, of course to check to see if the numbers are robust over repetitions.  The second step is to ask whether there is more similarity between the effect size for, say, ethnic minorities and the effect size for sexuality within regions than for comparisons in respect of a single topic between regions.  If the answer is `yes’ then it implies that effect size is relatively independent of content given the same social setting: it will have been shown that the `meta-variable’, `intolerance’ (or tolerance) is stable across topics.  The data base will be easily large enough to make many exploratory comparisons of this sort.  In such a new area the unpicking of such effects is bound to be a creative process both for ourselves and others.
Of course the main dimensions of comparison will be inter-regional and international in respect of single topics.  Even here, however, some complex analysis will be required.  We will have to try to work out whether it makes sense to compare the understanding of the dominant religion in one country with a different dominant religion in another – for example, Anglicans in the UK and Catholics in Poland.  The same question will apply where the ethnic minority investigated is different in different countries.  These are questions for both statistical and sociological analysis, not only by us but by others using the quantitative and qualitative data we will generate.  

As with all such research, there will always be the question of which group is `represented’ by the participants.  In the proposed research we hope to reduce the effect of haphazard sampling by using university students from social science departments in all our experiments.  We will also collect basic data for each participant so, with such a large database, we will be in a position to `cut’ the results in various ways to explore variations in the way the game is played in respect of class, gender, nature of the university, and so forth.  When, as we hope, the method becomes used for the regular monitoring of societies, more deliberate sampling techniques would be appropriate.
We believe that the establishment of the method could provide future generations of social historians with an invaluable resource for understanding changes in society.  Comparisons of one society with another are also vital for sociologists and policy makers for whom social integration, tolerance and intolerance, must be a major focus.  
The proposed design
As explained, a novel feature of the design is its employment of local agents (graduate student volunteers recruited by local academic contacts), to set up the conditions for the research.  A task force of researchers, consisting of one or more of the main researchers assisted by a body of three Cardiff-based graduate student helpers, then visit the host location for a week and carry out the research.  One or more members of the Cardiff team will have paid two advanced visits to the host location: the first to make sure the local volunteer understands what is to be done; the second to make sure that everything is in place before the main task force arrives.  The minimum size of the team is set by the need to make advance visits at one place while actively researching at another.  During the second of these pre-visits a training session on the method will be held for all those in the host institution, including local organiser, participants, and local faculty, who are interested.  Cardiff has more than 100 social science graduate students from whom recruits for the task force can be drawn and these too will be trained – we can also draw on graduate students from three neighbouring universities if necessary.
The task force will need three offices or other separated locations (hotel rooms if nothing else is available) containing computers with internet connections.  The Game is played over the internet using custom-made software located on a Cardiff server.  Each participant will be attended by a Cardiff graduate student assistant; the assistants will be linked via mobile phones.  The assistants will work with the local organiser, a body of local volunteer participants and, where necessary, local student translators.  The games will be played in the local language and there is no need to translate the recorded dialogues – translators are needed only to translate the short printed instructions for participants, help the task force interact with participants and to translate the judge’s reasons for significant judgments and choices.  Local students who speak English will be adequate.  Local helpers will have already been recruited by the local organiser with the assistance of the advance member/s of the team.  Six games will be completed per working day.  Two topics will be covered at each visit.  This makes a total of 15 Phase 1 games on each of two topics in the course of one week’s visit.  A subset of team members will have bought flexible travel tickets to make it possible to stay on a little longer (or return earlier) where this is necessary or appropriate.  The timeline for a visit to one location is shown in the table below with Cardiff Team duties top and host team duties in the bottom row.  
	
	3-day

pre-visit 
	
	
	Main task force carries out  2x15 experiments
	Post-task force mopping-up
	Phase 2 questions prepared/ analysed

	Academic contact recruits local paid volunteer organiser
	Volunteer organiser recruits paid student participants and arranges locations and translators
	Volunteer organiser carries out Phase 2


The team will return home and complete Phase 2 of each Game by preparing questionnaires based on the dialogues; these will be distributed at the location by the local organiser and returned to Cardiff for analysis, using additional translators if necessary.  The ratio of the logistically less demanding Phase 2 to Phase 1 results will be at least 3:1 turning the 30 Phase 1 results into 120 results.  The identical design will be repeated in the following year.  Thus, over two years, 30 Phase 1 games will be played at each location on each topic.  In the succeeding two-year block the whole procedure will be repeated with two different topics.  

The game will, then, be played over 8 host locations covering four topics over four years with Cardiff being a ninth location running in the background.  Potentially a further five locations can be investigated in the final year.  Over the first four years, if everything goes perfectly, this will result in the playing of 1230 Phase 1 games and, with a ratio of 3:1 for the logistically undemanding Phase 2 games, the collection of a total 4920 recorded judgements with additional runs results in the final year.  The first four years of the project can be seen as giving rise to 36 identical pairs of 15 Phase 1 + 45 Phase 2 outcomes.  The repeating design allows for reliability checks: the differences between the paired identical series should be less than inter-topic, inter-region and inter-country differences.  Precise calculations of power cannot be made in advance because they depend on the exact way results are distributed.  Roughly, however, one-country-one-topic effect sizes of around 0.5 should be statistically significant at Phase 1 alone (sample size 30).  0.2, and sometimes 0.1, should be significant when Phase 1 and 2 are combined (sample size 120).  For intra-country and intra-region comparisons, where sample sizes are double or larger, the test will be more powerful.  The large numbers offer redundancy: if every feature of the complex design does not work out, statistically powerful comparisons will still be possible.  The matrix is large enough to enable us and others to make many unanticipated cross country and cross-region comparisons with high levels of statistical confidence.  
To establish the viability of the project we had to approach many universities simultaneously.  The list of participants is not finalised … [W]e will help interested parties not included in initial visits to try to gather data autonomously; we have included 8, `special’, 3-day training visits for this purpose.  … 
The data will be collated in a form which allows for easy retrieval and analysis by anyone (though confidentiality of the participants will be preserved).  After a breathing space to complete our own initial analyses, the data will be made public for others to analyse as they wish.  Given the size of the data set and the many languages in which the dialogues are conducted, we imagine that a whole series of secondary analyses might result.  We would expect local contacts and local organisers to be particularly interested in analysing the discourses conducted in their own languages.  As mentioned, the idea is to establish the viability of a continuing Imitation Game survey after the manner of the Eurobarometer.  Though, in the first instance, the local organiser is asked to recruit participants, and local participants are only proxy researchers, we hope full-blown research relationships with these new contacts will develop over the years as they become familiar with the technique.  Indeed, the process has already started (but the research design is self-contained and does not depend on such developments).
Analysis and writing up will be a continuous process from the very outset with the winter months and the final five months of the project specially dedicated to it.  The design allows for the first substantive results to be submitted for publication after about two years when the two rounds of the gender and ethnicity fieldwork have been completed.
Dissemination and networking

As explained, intrinsic to the design is the familiarisation of a large cohort of graduate students with the new technique.  This will be enhanced by the publication of a series of papers and two books; by training sessions at host universities during the pre-visits and by `special’ training visits; by an annual workshop, attendance at which will be subsidised for all local organisers: presentations at international meetings and methods conferences – 4 per year among the four main researchers are scheduled; the encouragement of analysis of qualitative data gathered at the host institutions by the host institutions: the encouragement of the development of the method for independent use at the host institutions with a view to gathering results at the continuing annual international workshops.  
…
Appendix 1: Other approaches to socio-cultural difference

There is a wide range of research that addresses the social dynamics of socio-cultural difference in the kind of detail that we do not intend to pursue in this project.  We refer to this literature to indicate the way the method we propose could be useful within other traditions.  
Group Prejudice and Contact:  There is a wealth of literature investigating group prejudice (Herbert Blumer, 1958, The Pacific Sociological Review, 1, 1: 3-7).  This research has also investigated the effect of increased contact and knowledge and shown that this does not always lead to a reduction in prejudice (Allport, G. W. 1954, The nature of prejudice. Cambridge, MA: Perseus Books).  In social psychology, Tajfel’s social identity theory provides another source of empirical research exploring intergroup discrimination and prejudice (Tajfel, Henri, 1974, ‘Social identity and intergroup behaviour’, Social Science Information 13, 2: 65-93).  Imitation Game research could contribute to this research in two ways. The quantitative element would provide a new method for mapping the distribution of knowledge within and between social groups.  The qualitative data could give insights into what knowledge was widely shared and what miss-conceptions were commonplace.  If psychological approaches were combined with the Imitation Game method (for example, if psychometric or other data were collected from Imitation Game participants), then the connections between attitudes, judgments and knowledge could be explored in more detail.

Homophily: Another more sociological approach with relevance for Imitation Game research is the theory of homophily, which explains how social networks form. In this case, the idea is that social networks are most dense between people who share similar characteristics or that, as Lazersfeld and Merton put it ‘birds of a feather flock together’ (McPherson, M., L. Smith-Lovin, and J. Cook, 2001, `Birds of a Feather: Homophily in Social Networks’. Annual Review of Sociology. 27: 415-44).  This suggests that shared understanding is greatest amongst those with most social interaction and that these interactions will tend occur between people who are homogeneous in terms of their social, demographic and behavioural characteristics.  In the context of the Imitation Game, these ideas could be tested by collecting face sheet data.  More importantly, social interaction is somewhat independent of social networks so it is possible, as the example of double consciousness makes clear, for there to be shared knowledge even in the absence of shared social networks.  In this way, the quantitative data produced by the Imitation Game may well reveal a different social topography to social network analysis.

Cultural Capital: Sociological work on cultural capital is concerned with the informal rules and knowledge that membership of particular social groups confers (e.g. Bourdieu, P, 1986, ‘The Forms of Capital’, in: Richardson, J. G. ed. Handbook of Theory and Research for the Sociology of Education, Greenwood Press, New York, pp. 241-258.). In this work, the concepts of habitus and activation are particularly important in identifying the factors that enable someone to ‘pass’ as someone or something else. In this context, Imitation Game research has a role in identifying the linguistic elements of these rules and their application.  Thus, quantitative data might reveal how widely the relevant knowledge is distributed amongst different social groups whilst the qualitative data would provide some insights into the nature of the different rules or conventions being invoked.  Of course, this is not to say that physical practice and ‘being there’ are of no relevance in the development of cultural capital but it does suggest that it might be possible to disambiguate the different contributions each makes.

Stand-points and Intersectionality: Post-colonial and feminist research stresses that difference is best conceptualized as occurring across many different dimensions and in different combinations; so-called intersectionality (Collins P.H. 1999, Black Feminist Thought: Knowledge, Consciousness and the Politics of Empowerment. London: HarperCollins. 2nd ed).  Social group memberships may be multiple and overlapping so that sport, for example, may unite men across ethnicity and class but divide on gender within these same groups.  In this case, Imitation Game would seem to provide the ideal tool for empirically addressing these issues by examining what knowledge is or is not shared across different groups. In doing so, it would also make an important contribution to debates around stand-point epistemologies by exploring what knowledge was unique to particular social groups and what was shared with members or apparently different social groups.

Appendix 2: The academic roots of this proposal in a new programme of research
Collins and Evans have spent the bulk of their careers (Collins’s first publication being dated 1974) as sociologists of scientific knowledge.  2002 saw their joint paper entitled `The Third Wave of Science Studies:  Studies of Expertise and Experience’ (Social Studies of Science, 32, 2, 235-296).  By a factor of 4 this has been the most cited paper in the journal Social Studies of Science since publication.  As measured by downloads, it has also been by far the most read every year since publication.  It has already been reprinted twice.  Essentially, this paper has given rise to a new programme of research, with sociological, political, philosophical and methodological faces.  The new programme now supports a regular annual international workshop.  

The 2002 paper proposed a move toward the analysis of expertise as the basis for understanding how an uncertain science and technology could still be used as science and technology, especially in the short term, when it could not be expected to deliver secure `truth’ or even unquestioned consensus.  The programme was later consolidated in the 2007 book by Collins and Evans entitled Rethinking Expertise (already cited more than 100 times according to Google Scholar) and in a collection of articles published as a special issue of a journal (Collins, Harry, (Ed) (2007) Case Studies in Expertise and Experience: special issue of Studies in History and Philosophy of Science, 38, 4 [December]).  Rethinking Expertise develops a `Periodic Table of Expertises’ which forms the core of the development of an ever widening program of studies of expertise and appears to robust both in terms of resisting criticism in both social science and philosophical circles and in being readily understood as a useful description of their world by scientists and technologists – on of whom (Gary Sanders, Director of the `Thirty Meter Telescope’, has co-authored one of the papers in the special journal issue).  
A main academic focus of this `Third Wave of Science Studies’ was science and technology policy.  Thus, on the one hand there are publications that discuss its moral and political implications for new technologies (eg Selinger, Evan, Thompson, Paul and Collins, Harry, 2011 forthcoming `Catastrophe Ethics and Activist Speech: Reflections on Moral Norms, Advocacy, and Technical Judgment’ Metaphilosophy, 32, 3, 000-000; Collins, Harry, Weinel, Martin and Evans, Robert, 2010 forthcoming `The Politics and Policy of the Third Wave: New Technologies and Society’  Critical Policy Studies, 4, 2, 000-000).  On the other hand, Collins was invited to present the work on expertise to the annual Project Science workshop, which is organised by the US National Science Foundation for the directors and managers of `big science’ projects.
A new idea first mentioned in the 2002 paper and subsequently developed in the book and in a number of papers, is `interactional expertise’.  Interactional expertise is the ability to acquire a thorough understanding of a technical (or cultural) domain through deep immersion in the spoken discourse alone.  Interactional expertise is essential to the division of labour because co-ordination of complex activities requires that each party understands the other’s world but it is impossible for everyone to be a skilled practitioner in every activity.  The key insight is that language is tacit knowledge-laden and to that extent it can carry an understanding of physical practices.  This is not to say language can convey the ability to carry out those practices, only make good judgements in respect of the world of practice.  The way this works in detail has been explored in the paper co-authored with the Director of the 30 meter telescope in which the way the management of large scientific projects depends on interactional expertise is explored (Collins, Harry, and Sanders, Gary (2007), `They Give You the Keys and Say “Drive It:” Managers, Referred Expertise, and Other Expertises’ in Collins (ed) Case Studies of Expertise and Experience: special issue of Studies in History and Philosophy of Science, 38, 4, 621-641 [December]).  
The concept of interactional expertise, as well as touching on the role of management,  reaches into the philosophical debate about the role of the body in the acquisition of understanding and its significance for artificial intelligence (Collins, Harry, 2009 `The New Orthodoxy: Humans, Animals, Heidegger and Dreyfus’, Pps 75-85 in After Cognitivism: A reassessment of Cognitive Science and Philosophy,, ed Karl Leidlmair, Dordrecht: Springer; Collins, Harry, Clark, Andy, and Shrager, Jeff, (2008) `Keeping the Collectivity in Mind?’, Phenomenology and the Cognitive Sciences, 7, 3, 353-374; Collins, Harry, (2008) `Response to Selinger on Dreyfus’, Phenomenology and the Cognitive Sciences, 7: 309-311; Selinger, Evan, Dreyfus, Hubert, and Collins, Harry, (2007), `Embodiment and Interactional Expertise’ in Collins (ed) Case Studies of Expertise and Experience: special issue of Studies in History and Philosophy of Science, 38, 4, 722-740 [December]; Collins, H. M. (2004) `Interactional Expertise as a Third Kind of Knowledge' Phenomenology and the Cognitive Sciences, 3 (2) 125-143).  

It also reaches into the discussion of automation for business (Ribeiro, R. and Collins, H. M. (2007) `The Bread-making Machine, Tacit Knowledge and Two Types of Action’, Organization Studies, 28, 9, 1417-1433); it reaches into the understanding of interdisciplinarity (Collins, Harry, Evans, Robert, and Gorman, Michael (2007), `Trading Zones and Interactional Expertise’ in Collins (ed) Case Studies of Expertise and Experience: special issue of Studies in History and Philosophy of Science, 38, 4, 657-666 [December]).

The idea also reaches into the concept of tacit knowledge as a whole (Collins, Harry, (2010 forthcoming), Tacit and Explicit Knowledge, Chicago: University of Chicago Press); criminology (Edwards, A. and Sheptycki, J., 2009. Third Wave criminology: Guns, crime and social order. Criminology and Criminal Justice 9, 3, 379-397.); journalism (Boyce, T., 2006. Journalism and expertise. Journalism Studies 7, 6, 889-906.); the study of agriculture (Carolan, M.S., 2006. Sustainable Agriculture, Science, and the Co-Production of ‘Expert’ Knowledge: The Value of Interactional Expertise. Local Environment: The International Journal of Justice and Sustainability 11, 421-31); psychology (Gorman, M.E., 2008. Scientific and technological expertise. Journal of Psychology of Science and Technology 1(1), 23-31; Schilhab, T., 2007. Interactional expertise through the looking glass: a peek at mirror neurons. Studies in History and Philosophy of Science 38(4), 741-747);  marine conservation (Jenkins, L. 2007. Bycatch: Interactional Expertise, Dolphins and the U.S. Tuna Fishery. Studies in History and philosophy of Science 38, 4, 698-712) and other academic locations indicated by the papers extensive positive citations.  

Collins had been `playing around with’ the Imitation Game since the mid-1980s.  Around 2000 it was realised that it could be applied to the investigation of interactional expertise.  As can be seen, the proposal presented here represents the continuation of a programme of research that is pushing out in many directions.  The programme is supported by an annual international workshop of which there have been three so far.  The fourth annual workshop will almost certainly (at the time of writing) be held at Berkeley with the support of the US National Science Foundation and will be a joint meeting with the International Society for the Psychology of Science and Technology.  A good idea of the depth and continuing development of the programme can be obtained from our website, www.cf.ac.uk/socsi/expertise, which summarises and lists the crucial concepts pertaining to the programme as well as past publications, new developments, and a stream of draft papers. 
The current proposal draws on recent developments in Cardiff.  The idea of interactional expertise and the associated Imitation Game technique has been used to explore topics of general social interest.  Students have been the participants in these games.  It is this initiative that has given rise to the second three columns in Table 1.  The findings show that we have a technique for comparing the integration of minority groups which can produce robust quantitative results that should be suitable for comparative and longitudinal studies while being integrated with a qualitative window on the material.  
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